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There has been an explosion of recent interest in the topic of “irrationality” within the economics, management, and finance literatures. This has been the result of a confluence of factors, including the observation that people (both in field data and in experimental data) do not seem to always maximize their own utility, much less their own material well-being. However, the more surprising conclusion is that such irrationality may actually serve them well, e.g. being generous may cause others to be more generous toward you (or to invest heavily in interactions with you) – which raises your payoff even when measured from a purely selfish perspective. As Thomas Schelling wrote in The Strategy of Conflict: “It may be perfectly rational to wish oneself not altogether rational or ... to wish for the power to suspend certain rational capabilities in particular situations.” Unfortunately, this strategic effect has been mostly ignored in the literature, which has focused primarily on inconsistencies in the individual decision-making process and on their implications.

In ongoing work, we have explored the basic idea of a persona game, in which agents can commit to playing the actual concrete game according to a particular type or persona. As an example, one possible persona is to be selfish and maximize the underlying payoff function of the concrete game. Other possible personas model altruism (caring about others’ concrete game payoffs), fairness (caring about equality in concrete payoffs), or even “anti-rationality” (minimizing one’s concrete payoff). A player's set of possible personas may result from cultural norms, evolution, or previous behavior in related environments. Persona choices are publicly observed, after which the realized selves of each player (whose utilities are given by the personas chosen) engage in a standard game. The resultant joint strategy, when applied to the true concrete game payoffs, yields the final payoff for each player. Thus the players make a forward-looking strategic choice over personas at the beginning of the interaction (which may itself involve just one game decision, or multiple ones).

The goal of the proposed project is to extend this analysis away from the game-theoretic setting involving formal models of the prisoner’s dilemma and the ultimatum game and into a more applied setting of management – either within firms or across social structures more broadly. That is, we have already considered some of the effects of (e.g.) allowing a charitable persona in the prisoner’s dilemma; in particular we can show that there is the possibility of cooperative behavior even in a purely rational, one-shot interaction! But what happens in more realistic settings for which both the potential personas and the potential interactions are more complicated (and more interesting)?

In order to approach this question, we envision a three-step process. Of course, there may well be overlap when actually undertaking each of the stages.

1) Given a set of agents with differing utility functions and available persona sets, how should a manager behave? For instance, if all agents are risk-averse and the manager realizes that the optimal level of experimentation (innovation) should be higher, she may arrange a team with conflicting individual interests in order to induce all agents to go further out on a limb to support their specific ideas. Or she may simply look for team members with persona parameters such that when placed together, they will choose to cooperate / coordinate of their own accord. Counterintuitively, it may even be necessary to include members of opposing firms in order to fully achieve these effects; to again quote Schelling: “The ancients ... even deliberately exchanged spies to facilitate transmittal of authentic information.” Finally, one specific result we hope to obtain is to show that it is socially beneficial to have at least a non-negligible proportion of the population with “entrepreneurial” personas (e.g. less risk-averse or loss-averse; more novelty-seeking; or placing a higher subjective weight on low-probability positive outcomes).

2) Extending the ideas outlined above, suppose that the manager can to some extent choose the utility functions and/or persona sets of the agents. This could be via incentive structures; the choice of allowable action spaces; controlling information flows; and so on. In that case, what are the optimal choices to make? How should the environment of the firm be structured to achieve the most profitable outcomes? Analogously, how should the environment of society be structured to achieve the most welfare-enhancing outcomes? It may seem obvious that the optimal method is to endow the agents with the same goals as the firm (or society) and with as much information as possible, but as we have already seen this is not necessarily the case – acting against one’s own best interest can (in a strategic setting) improve one’s payoff.

3) The theoretical models will be augmented by controlled experimental studies of behavior. We can allow subjects to commit to various personas (or to control the persona sets of others) and then see what they do across various institutional frameworks. At a fundamental level, this should (for example) allow us to distinguish between various proposed explanations for cooperation in the prisoner’s dilemma: Is it due to inherent generosity, or fairness / reciprocity, or strategic persona choice, or something else entirely? At a more applied level, this will allow us to examine more carefully the effects of team composition and team size on productive output, in addition to the effects of information on risk-taking and other behaviors necessary for innovation. Analyzing group decision-making (which is uncommon in standard economics experiments) will be an additional contribution here.

